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Model Problem Regression

• Given a set of training points {x1, . . . , xJ} ⊆ Rd

• Given a set of observations {y1, . . . , yJ} ⊆ Rk

• Problem: Find u : Rd → Rk such that

– u(xj) ≈ yj for j = 1, . . . , J; and
– the values of u(x) for general x ∈ Rd are ‘sensible’.

• Massively ill-posed inverse problem in general.

– Uncountably many possible solutions!
– What does ‘sensible’ mean?
– How confident can we be with a solution we obtain?
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Model Problem Regression

Data

+ Prior→ Prediction + Uncertainty
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Model Problem Regression

Data Uncertainty
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Model Problem Regression

Data Uncertainty→ Prediction Uncertainty
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Overview

• How to define/choose a prior distribution on functions?

– Build upon Gaussian Processes.

• What is a Gaussian Process?

– A type of stochastic processes indexed by a spatial domain D ⊆ Rd.
– Equivalently, a type of probability distributions on a space of functions, e.g. C0(D).

• Why Gaussian Processes?

– Relatively flexible, well studied, amenable to analysis.
– May be viewed as continuous approximations to Bayesian neural networks

• Why build upon them?

– Additional flexibility, parameter learning, potentially better generalization.
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Gaussian Random Variables on R

• Let (Ω,F ,P) be a probability space.

• Given a random variable u : Ω→ R, we will write u ∼ N(0, σ2) if for some σ > 0,

P(u ∈ A) =
∫︁
A

1
p
2πσ2

exp

(︂
−

1

2σ2
x2
)︂

dx for all measurable A ⊂ R.

• We will write u ∼ N(0,0) if

P(u ∈ A) =

{︃
1 0 ∈ A
0 0 /∈ A

for all measurable A ⊂ R.

• We will write u ∼ N(m, σ2) if u− m ∼ N(0, σ2) for somem ∈ R, σ ≥ 0. u is then called a
Gaussian random variable on R with meanm and variance σ2.
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Gaussian Random Variables on Rn

• A random variable u : Ω→ Rn is a Gaussian random variable on Rn if 〈w, u〉 =
∑︀n

j=1wjuj is
a Gaussian random variable on R for all w ∈ Rn.

• We define the meanm ∈ Rn and covariance matrix C ∈ Rn×n by

m = E(u), C = E(u− m)(u− m)>,

and write u ∼ N(m,C).

• If 〈w, u〉 is non-degenerate for all w ∈ Rn \ {0}, then C is positive-definite, and u is called a
non-degenerate Gaussian random variable on Rn. In this case, we have that

P(X ∈ A) =
∫︁
A

1√︀
(2π)n det(C)

exp

(︂
−
1

2
〈x,C−1x〉

)︂
dx for all measurable A ⊆ Rn.
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Gaussian Processes Definition

• Let X be a separable Banach space. A random variable u : Ω→ X is called a Gaussian random
variable on X if ℓ(u) is a Gaussian random variable on R for all bounded linear ℓ : X→ R.

– If X is Hilbert, then this is a direct generalization of the definition for Rn, by the Riesz
representation theorem.

• If X is a space of functions on D ⊆ Rd, we will say that u is a Gaussian process on D.

• We may equivalently say that u is a Gaussian process on D if (u(x1), . . . , u(xk)) is a Gaussian
random variable on Rk for any finite collection of points {x1, . . . , xk} ⊆ D.

• We define the meanm : D→ R and covariance function c : D× D→ R of a Gaussian
process u on D by

m(x) = E(u(x)), c(x, x′) = E(u(x) − m(x))(u(x′) − m(x′)),

and write u ∼ GP(m(x), c(x, x′)).
8/116



Gaussian Processes Definition

• If (X, 〈·, ·〉) is a Hilbert space, we may also define the meanm ∈ X and covariance operator
C : X→ X of u by

m = E(u), C = E(u− m) ⊗ (u− m)

where the expression for C means that 〈φ,Cψ〉 = E〈φ, u− m〉〈ψ, u− m〉 for all φ, ψ ∈ X.
We write u ∼ N(m,C).

• In the case u ∼ GP(m(x), c(x, x′)) and X = L2(D), we have

(Cψ)(x) =
∫︁
D
c(x, x′)ψ(x′) dx′ for all ψ ∈ X.

• The properties of the covariance function/operator determine the properties of samples,
such as regularity, length-scale, stationarity, isotropy.

• We will say that a Gaussian process is

Stationary if c(x, x′) = h(x− x′), Isotropic if c(x, x′) = h(|x− x′|) 9/116
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Gaussian Processes Example Covariance Functions

Squared Exponential: c(x, x′) = σ2 exp

(︃
−
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2

|x− x′|2

ℓ2

)︃
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Gaussian Processes Example Covariance Functions

Matérn: c(x, x′) = σ2
21−ν

(ν)

(︃
|x− x′|

ℓ

)︃ν

Kν
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ℓ
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Gaussian Processes Example Covariance Functions

Brownian Motion: c(x, x′) = min(x, x′)
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Gaussian Processes Example Covariance Functions

Linear: c(x, x′) = σ2 + 〈x,x′〉
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Gaussian Processes Example Covariance Functions

Neural Network: c(x, x′) = 2
π
sin−1

(︂
h(x,x′)p

1/2+h(x,x)
p

1/2+h(x′ ,x′)

)︂
, h(x, x′) = σ2b + σ2w〈x, x

′〉
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Gaussian Processes Connection to Neural Networks

A shallow neural network models the unknown function u : D→ R as follows.

zj(x) = σ

(︃
b0j +

d∑︁
k=1

W0
jkxk

)︃
, j = 1, . . . , n

u(x) = b1 +
n∑︁
j=1

w1
j zj(x)

The matrixW0, vectors b0,w1 and scalar b1 are to be learned from observations y.

• If i.i.d. priors are placed on the unknown vectors/matrices, u converges to a Gaussian
process as n→∞ (Neal, 1994).

• The covariance function on the previous slide arises by taking
σ(s) = erf(s) := 2p

π

∫︀ s
0 e
−t2 dt.
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Gaussian Measures General Properties

• A Gaussian measure μ = N(m,C) is completely determined by its meanm and covariance
operator C. Equivalently, a Gaussian process is completely determined by its meanm(x) and
covariance function c(x, x′).

• A choice of continuous function c(x, x′) defines a valid covariance function (and hence
Gaussian process) if the matrix {c(xi, xj)}k

i,j=1 is symmetric and non-negative for any finite
collection of points {x1, . . . , xk} ⊆ D.

– Mercer’s theorem→ corresponding integral operator is non-negative, symmetric and
trace-class.

• A non-negative, symmetric trace-class operator C on X = L2(D) determines a covariance
function c(x, x′) such that the matrix {c(xi, xj)}k

i,j=1 is symmetric and non-negative for any
finite collection of points {x1, . . . , xk} ⊆ D.

– C admits an orthonormal basis of eigenvectors {φj} with corresponding non-negative
eigenvalues {λj}. 17/116



Gaussian Measures General Properties

– Hence for any u ∈ X,

(Cu)(x) =
∞∑︁
j=1

λj〈φj, u〉φj(x) =
∫︁
D

(︂ ∞∑︁
j=1

λjφj(x)φj(x′)
)︂
u(x′) dx′.

• If μ is a Gaussian measure on X, and Y is continuously embedded in X with μ(Y) = 1, then
the restriction of μ to Y defines a Gaussian measure on Y.

– Very useful! For example, allows us to work with measures defined on X = L2(D)
(Hilbert), rather than directly on its Banach subspaces such as X = C0(D), which makes
many things simpler.

– We will henceforth always assume that any Gaussian measure is defined on a Hilbert
space, and note that it may be supported on a Banach subspace.
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Gaussian Measures General Properties

The Feldman–Hájek theorem provides key results concerning equivalence and singularity of
Gaussian measures.

Theorem (Feldman-Hájek theorem)
Let μ1 = N(m1,C1), μ2 = N(m2,C2) be two Gaussian measures on a Hilbert space X. Then

1. μ1 and μ2 are either singular or equivalent.

2. μ1 and μ2 are equivalent if and only if

(a) C1/21 X = C1/22 X =: E;
(b) m1 − m2 ∈ E;
(c) ‖(C−1/21 C1/22 )(C

−1/2
1 C1/22 )

∗ − I‖HS <∞.

Here, the Hilbert-Schmidt norm ‖L‖HS of an operator L on X is defined as ‖L‖2HS :=
∑︀∞

j=1 ‖Lφj‖
2,

where {φj} is any orthonormal basis for X.
19/116



Sample Regularity Mean Square

We can deduce some notion of regularity of samples u ∼ GP(0, c(x, x′)) directly from the
covariance function. Define the mean square derivatives of a random function u : Rd → R by

∂u

∂xi
(x) = l.i.m

h→0

u(x+ hei) − u(x)

h
, i = 1, . . . , d,

where l.i.m denotes the limit in mean square E| · |2.

Proposition
Let u ∼ GP(0, h(x− x′)) be a stationary Gaussian process on Rd. If ∂2kh

∂2xi1 ...∂2xik
(x) exists and is finite

at x = 0, then the derivative ∂ku
∂xi1 ...∂xik

(x) exists for all x ∈ Rd in the mean square sense.

From this it can be deduced, for example, that samples with Matérn covariance are bνc times
differentiable in the mean square sense.
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Karhunen Loève Expansion

It may be preferable however to have more classical notions of regularity. To deduce these, we will
make use of the Karhunen-Loève expansion.

Theorem (Karhunen Loève expansion)
Let u ∼ N(m, C) be a Gaussian random variable on a separable Hilbert space X, and let {λj, φj}j∈N
denote the eigenpairs of C. Then we have

u d
= m+

∞∑︁
j=1

√︀
λjξjφj, ξ

i.i.d∼ N(0, 1).

This is a representation of the Gaussian random variable in the basis that diagonalizes its
covariance operator.

21/116



Sobolev Spaces

Let X = L2(D), D ⊆ Rd, with orthonormal basis {φj}j∈ N. Given s ∈ R, define the Hilbert scale

Xs =

⎧⎨⎩u =
∞∑︁
j=1

ujφj

⃒⃒⃒⃒
‖u‖Xs <∞

⎫⎬⎭ , ‖u‖2Xs :=
∞∑︁
j=1

j
2s
d |uj|2.

If D = Td, s ∈ N and {φj}j∈N is the Fourier basis, Xs is equal to the Sobolev space

Hs(D) = C∞(D)
‖·‖Hs

, ‖u‖2Hs :=
∑︁
|α|≤s

‖∂αu‖2L2(D).

For s /∈ N, we will define the fractional Sobolev space Hs(D) = Xs – these spaces then interpolate
naturally between the Hs(D) for s ∈ N. Using the Karhunen-Loève theorem we are able to deduce
whether a sample from a Gaussian process belongs to Xs almost surely.
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Sample Regularity Sobolev
Given two real sequences {aj}j∈N,{bj}j∈N, we will write aj � bj if there exist c1, c2 > 0 such that

c1aj ≤ bj ≤ c2aj for all j ∈ N.

Proposition
Let u ∼ N(0,C) be a Gaussian random variable on L2(D), D ⊆ Rd, and let {λj, φj}j∈N denote the
eigenpairs of C. Assume that λj � j−β for some β ∈ R. Then u ∈ Xs almost surely for any
s < (β− 1)d/2

Proof: By the KL expansion and Tonelli’s theorem

E‖u‖2Xs = E

⎛⎝ ∞∑︁
j=1

j2sλjξ2j

⎞⎠ = ∞∑︁
j=1

j
2s
d λj �

∞∑︁
j=1

j
2s
d −β <∞ iff s < (β− 1)d/2.

Since ‖u‖2Xs ≥ 0, the result follows. � 23/116



Sample Regularity Hölder

We now consider the almost sure Hölder regularity of samples. Recall the Hölder space Ck,α(D),
defined by

Ck,α(D) =
{︂
u ∈ Ck(D)

⃒⃒⃒⃒
max
|β|=k
‖∂βu‖C0,α <∞

}︂
, ‖v‖C0,α := sup

x 6=x′

|v(x) − v(x′)|

|x− x′|α
.

Using a Sobolev embedding theorem, we can immediately deduce the following from the previous
result.

Proposition
Let u ∼ N(0,C) be a Gaussian random variable on L2(D), D ⊆ Rd, and let {λj, φj}j∈N denote the
eigenpairs of C. Assume that λj � j−β for some β > 2. Then u ∈ Cbsc ,s−bsc (D) almost surely for any
s < (β− 2)d/2.
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Sample Regularity Hölder

Note that the Sobolev regularity is greater than the Hölder regularity in the previous results. With
conditions on the eigenfunctions of C, we can extend the Hölder regularity result using
Kolmogorov’s continuity theorem.

Proposition
Let u ∼ N(0,C) be a Gaussian random variable on L2(D), D ⊆ Rd, and let {λj, φj}j∈N denote the
eigenpairs of C. Assume that λj � j−β for some β > 1. Assume further that there is C > 0 such that

sup
j∈N

(︂
‖φj‖L∞ +

1

j1/d
Lip(φj)

)︂
≤ C

Then u ∈ Cbsc ,s−bsc (D) almost surely for any s < (β− 1)d/2.
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Example Matérn Covariance

Recall the Matérn covariance function:

c(x, x′) = σ2
21−ν

(ν)

(︃
|x− x′|

ℓ

)︃ν

Kν

(︃
|x− x′|

ℓ

)︃
.

Let u ∼ GP(0, c(x, x′)) be a Gaussian process on Rd with Matérn covariance. Then u is equal in
law to the solution of the (fractional) SPDE (Lindgren et al, 2011)

(I− ℓ2Δ)ν/2+d/4v =
√︁
σ2β(ν)ℓdξ, β(ν) =

(ν + d/2)(4π)d/2

(ν)
,

where ξ ∼ N(0, I) is Gaussian white noise. We deduce that the covariance operator
corresponding to the Matèrn covariance function is given by

C = σ2β(ν)ℓd(I− ℓ2Δ)−ν−d/2.
26/116



Example Matérn Covariance

• In practice we will work with a bounded domain D ⊂ Rd. Boundary conditions must then be
imposed on the Laplacian −Δ in order to ensure its invertibility. For example, we may take
Dirichlet boundary conditions

D (−Δ) =
{︀
u ∈ H2(D)

⃒⃒
u(x) = 0, x ∈ ∂D

}︀
.

• Samples from N(0,C) on a bounded domain will not be stationary unless appropriate
boundary conditions are chosen:

– Dirichlet boundary conditions→ zero variance at boundary.
– Neumann boundary conditions→ inflated variance at boundary.
– Robin boundary conditions→ anything in between.

• Methodology is available to choose appropriate boundary conditions to provide
approximately stationary samples (Daon, Stadler, 2018)
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Example Matérn Covariance

• The Matèrn covariance operator diagonalizes in the same eigenbasis as the Laplacian: if
{κj, φj}j∈N is the eigenbasis of the Laplacian −Δ on D, then we have

Cφj = σ2β(ν)ℓd(1+ ℓ2κj)−ν−
d
2 φj =: λjφj.

• By Weyl’s law, we know that the asymptotic growth of the eigenvalues {κj}j∈N of the
Laplacian on a bounded domain D ⊆ Rd satisfy κj � j

2
d .

• It follows that λj � κ−ν−d/2j � j−2ν/d−1, and so we deduce that if u ∼ N(0, C), u ∈ Xs almost
surely for any s < ν.

• On certain domains (e.g. D = [0, 1]d) we know that the eigenbasis coincides with the Fourier
basis, from which we can deduce that the condition in the previous proposition holds, and so
u ∈ Cbsc ,s−bsc (D) for any s < ν.

28/116



Sampling Gaussian Processes Cholesky Factorization

• We consider methods for numerically producing samples from Gaussian processes.

• Let u ∼ GP(0, c(x, x′)) on D ⊆ Rd, and choose a mesh of sampling points {x1, . . . , xN} ⊆ D.
Then

(u(x1), . . . , u(xN))> ∼ N(0,CN), CNij = c(xi, xj).

We can hence approximate the process on the mesh of sampling points by sampling the
Gaussian N(0,CN) on RN.

• Fact: If ξ ∼ N(0, IN×N) and L ∈ RN×N is such that LL> = CN, then Lξ ∼ N(0,CN).

• Such an L (lower triangular) may be found numerically via the Cholesky factorization.

• Numerically, one may need to approximate CN ≈ CN + ϵIN×N in order to compute the
Cholesky factorization.

29/116



Sampling Gaussian Processes Cholesky Factorization

Sampling via Cholesky Factorization

1. Construct matrix CN ∈ RN×N, CNij = c(xi, xj)

2. Calculate Cholesky factorization CN = LL>.

3. for n = 1, . . . ,Ns

4. Generate ξn ∼ N(0, IN×N)

5. Return Lξn

6. end

Computational complexity: O (N3) for construction and factorization of CN, then O (N2) per
sample.
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Sampling Gaussian Processes KL Expansion

• Samples could alternatively be produced by truncating the KL expansion and evaluating on a
discrete grid of points.

• A naïve implementation of this will be have the same complexity computational as using the
Cholesky factorization, due to the need to diagonalize the matrix CN.

• Computational cost can be reduced significantly for certain choices of covariance via the Fast
Fourier Transform.

• For example, if C is the Matérn covariance operator with Dirichlet boundary conditions on
D = [0, 1], we have φk(x) =

p
2sin(πkx). Choosing the mesh xj = 1/(2N) + (j− 1)/N,

observe that for any z ∈ RN we have

IDST(z)j =
1
p
2N

N∑︁
k=1

zkφk(πjxj)

where IDST is the inverse discrete sine transform. 31/116



Sampling Gaussian Processes KL Expansion

Sampling via KL+FFT

1. Compute vector of eigenvalues λ = {λj}N
j=1

2. for n = 1, . . . ,Ns

3. Generate ξn ∼ N(0, IN×N)

4. Return
p
2N× IDST(λ� ξn)

5. end

Computational complexity: O (N logN) per sample.

• Generalization to higher dimensions, different boundary conditions and non-uniformly
spaced points are possible without increasing complexity.
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Bayes’ Theorem General Case

• Discussed in detail by Tim Sullivan.

Let X be a separable Banach space, G : X→ RJ a forward map, and assume we have data y ∈ RJ

arising via
y = G (u) + η, η ∼ N(0,).

Then the likelihood of y given u is given by

P(y|u) ∝ exp(−(u; y)), (u; y) =
1

2
‖G (u) − y‖2


.

Choosing a prior μ0 on u ∈ X, Bayes’ theorem tells us that the posterior distribution μ of u|y is
given by

μ(du) ∝ exp(−(u; y)) μ0(du).
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Bayes’ Theorem Linear Gaussian Case

• Assume now that G (u) = Au is linear, and the prior distribution μ0 = N(m0, C0) is Gaussian.
Then the posterior distribution μ = N(m,C) is Gaussian, where

C = C0 − C0A∗( + AC0A∗)−1AC0,

m = m0 + C0A∗( + AC0A∗)−1y.

– Proof when dim(X) <∞: write down densities and complete the square (exercise).
– Proof when dim(X) =∞: (Mandelbaum 1984; Lehtinen et al, 1989).

• Alternative expressions for dim(X) <∞ in terms of precision matrix C−1 (via
Sherman-Woodbury identity):

C−1 = A∗−1A+ C−10 ,

C−1m = A∗−1y + C−10 m0.

34/116



Regression GP Approach

• We return to the regression problem introduced at the beginning. Assume we are given

– Training points: x = {x1, . . . , xJ} ⊆ D ⊆ Rd

– Observations: y = (y1, . . . , yJ)> ∈ RJ

and we wish to find u : D→ R such that u(xj) ≈ yj for each j.

• Let X = L2(D), and define the forward map A : X→ RJ by (Au)j = u(xj). We assume the
observations y arise via

y = Au+ η, η ∼ N(0,)

and we choose a prior u ∼ μ0 = GP(m0(x), c0(x, x′)).

• We know that the posterior remains Gaussian: u|y ∼ GP(m(x), c(x, x′)). Using the general
expression for the posterior mean and covariance operator, we aim to write down the
posterior mean function and covariance function.
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Regression GP Approach

• We may formally calculate the L2-adjoint of A: A∗z =
∑︀J

j=1 zjδxj . It follows that for any v ∈ X
and z ∈ RJ,

(AC0A∗)ij = c0(xi, xj), (AC0v)j =
∫︁
D
c0(xj, x′)v(x′) dx′, (C0A∗z)(x) =

J∑︁
j=1

c0(x, xj)zj.

• Introducing the notation c0(x, x) = c0(x, x)> = {c0(xj, x)}j and c0(x, x) = {c0(xi, xj)}i,j,
we may rewrite these as

AC0A∗ = c0(x, x), AC0v =
∫︁
D
c0(x, x′)v(x′) dx′, (C0A∗z)(x) = c0(x, x)z.

• Putting these together, we see that

m(x) = c0(x, x)( + c0(x, x))−1y,

c(x, x′) = c0(x, x)( + c0(x, x))−1c0(x, x′). 36/116



Regression GP Approach

• Note that the expression for the mean may be written as

m(x) =
J∑︁

j=1

αjc0(x, xj), αj = (( + c0(x, x))−1y)j.

If the prior covariance is isotropic c(x, x′) = h(|x− x′|), the mean is then a radial basis
approximation to the unknown function u.

• The calculation/inversion involved in numerically calculatingm(x) and c(x, x′)may be
prohibitively expensive to perform directly if the number of datapoints J is very large.

• If you are uncomfortable with the formal calculations in the derivation ofm(x), c(x, x′),
instead look for a function u : x ∪ {x, x′}→ R for two prediction points x, x′ – equivalently
a vector u ∈ RJ+2. All calculations are then finite dimensional matrix/vector multiplications.
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Classification

• Classification differs from regression in that we wish to infer a discrete-valued rather than
continuum-valued function.

• Assume we are given

– Training points: x = {x1, . . . , xJ} ⊆ D ⊆ Rd

– Observations: y = (y1, . . . , yJ)> ∈ {κ1, . . . , κK}J

and we wish to find u : D→ {κ1, . . . , κK} such that u(xj) = yj for most/all j.

• How can we write the model for the data, given it takes values in a discrete set?

– Assume that the discrete-valued observations can be written as the image of some
continuum valued latent variable under some discrete valued map: y = S(u) for
u ∈ Rn.

– Our prior distribution on the classifying function will then be the pushforward of a
Gaussian process by S.
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Classification GP Approach

• To illustrate this, first consider the case of two classes {−1, 1}. Then two possible models for
the observations, incorporating observational noise, may then be taken as,

yj = S(u(xj)) + ηj or yj = S(u(xj) + ηj)

where S : R→ {−1, 1} is given by S(z) = sign(z), and ηj
i.i.d∼ N(0, γ2).

• The first model is referred to as the Bayesian level set (BLS) model, and the second as the
probit model. Both are non-linear!

• The posterior then takes the general form μ(du) ∝ exp(−(u; y))μ0(du), where
respectively

(u; y) =
1

2γ2

J∑︁
j=1

(S(u(xj)) − yj)2 or (u; y) = −
J∑︁

j=1

log(φ(S(u(xj))yj/γ)).
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Classification Multiclass

• Above, φ(z) is the standard normal CDF: φ(z) = 1p
2π

∫︀ z
−∞ e−t2/2 dt.

– Exercise: Show that the probit data model leads to the negative log-likelihood above,
i.e.

P(y|u) =
J∏︁

j=1

φ
(︀
S(u(xj))yj/γ

)︀
.

• How to extend the above to multiple classes {κ1, . . . , κK}? A naïve approach is to replace S
by a function with multiple thresholding levels:

S(z) =

⎧⎪⎪⎨⎪⎪⎩
κ1 z < c1
κk ck ≤ z < ck+1, k = 1, . . . , K − 1
κK cK ≤ z

.
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Classification Multiclass

• This approach works, but induces an ordering on the classes: points in class κ1 are implicitly
preferred to be close to those in class κ2, and far from those in κK, for example.

• Solution: vector level set method. Define S : RK → {e1, . . . , eK} by

S(z) = ek∗ , k∗ = argmax
k=1,...,K

zk,

where {e1, . . . , eK} is the standard basis for RK.

– Advantage: The basis functions are all equal distance from one another, and so there is
no preference on class ordering.

– Disadvantage: We will now need to deal with GPs valued in RK rather than R: increased
computational cost.

– In order to use this, we must rewrite the observations using one-hot encoding: if
yj = κk, rewrite yj = ek ∈ RK.
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Classification Multiclass

• The two observation models in the multiclass setup are now still written as

yj = S(u(xj)) + ηj or yj = S(u(xj) + ηj)

but now we are using the one-hot encoding of the observations, u : D→ RK, and
ηj ∼ N(0, γ2IK×K).

• The negative log-likelihood for the BLS model is easy to write down:

(u; y) =
1

2γ2

J∑︁
j=1

‖S(u(xj)) − yj‖2.

• That for the probit model is more complex, and a lot more difficult to derive (exercise).
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Classification Smooth Approximation

For some of the numerical inference methods to be considered, the lack of smoothness of the
functions S will be an issue. We may therefore approximate them by smooth surrogates.

• Let S : R→ {−1, 1} be the sign function. Then we may approximate S by a sigmoid function,
for example,

Sϵ(z) = tanh(z/ϵ).

With multiple thresholding levels, we can approximate S by some linear combination of
shifted functions of the form Sϵ above.

• Let S : RK → {e1, . . . , eK} be the vector level set thresolding function. Then we may
approximate this by the softmax function:

Sϵ(z)j =
exp(zj/ϵ)∑︀K
k=1 exp(zk/ϵ)
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Classification Semi-supervised

• For good quality classification, typically one requires at least one of

(a) a large number of training points
(b) a good choice of prior distribution.

• The second point is more interesting, since we often do not get control over the number of
training points.

• Idea: choose a prior covariance based on properties of the data-points themselves – if they
appear to cluster before providing labels for any of them, use this information!

• Graph Laplacian: Given the set of training points and prediction points x = {x1, . . . , xN},
construct the matrix L ∈ RN×N given by

L = D−W, Wij = η(|xi − xj|), Dii =
N∑︁
j=1

Wij.
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Classification Semi-supervised

• The matrix L is symmetric and non-negative, and so admits and orthonormal basis of
eigenvectors {φj} with corresponding eigenvalues {λj} ordered increasing.

• Key point: If η is able to distinguish k clusters in the data, zero will be an eigenvalue with
multiplicity k, and the zero-eigenspace will be spanned by the indicators of these clusters.

• This suggests the use of a prior of the form

u ∼
N∑︁
j=1

√︁
f(λj)ξjφj,

for some decreasing function f : R+ → R+ , could be advantageous.

• This is the KL expansion of a sample from the distribution N(0, f(L)).

• An example choice of f could be f(z) = σ2(τ2 + z)−α for some parameters α, τ, σ.

– Compare with the Matérn covariance operator (−Δ 7→ L). 45/116



Inference MCMC Sampling

• Discussed in more detail by Tim Sullivan

• In order to get information about a quantity of interest g under the posterior μ, we can use
samples from μ. For example,

E
(︀
g(u)

)︀
=
∫︁
X
g(u) μ(du) ≈

1

K

K∑︁
k=1

g(u(k)), u(k) ∼ μ i.i.d.

• Sampling from μ directly is typically intractable, however.

• MCMC: If we construct an ergodic Markov chain {u(k)} with stationary distribution μ, we
may still estimate

E
(︀
g(u)

)︀
≈

1

K

K∑︁
k=1

g(u(k)).
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MCMC Sampling RandomWalk Metropolis
A standard example of an MCMC method for sampling a measure μ with Lebesgue density π is the
RandomWalk Metropolis algorithm:

RandomWalk Metropolis algorithm

1. Set k = 0. Choose β > 0 and initial state u(0) ∈ X.

2. Propose a new state û(k) = u(k) + βζ(k), ζ(k) ∼ N(0,D).

3. Set u(k+1) = u(k) with probability

α(u(k) → û(k)) = min

{︃
1,
π(û(k))

π(u(k))

}︃
.

or else set u(k+1) = u(k).

4. Set k 7→ k+ 1 and go to 2.
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Robust MCMC Sampling

• The above algorithm involves the Lebesgue density of the posterior, which does not exist
when dim(X) =∞.

– In practice, this means the acceptance probability α decays when the discretization of X
becomes finer.

– The samples {u(k)} then become highly correlated.
– The estimates for E(g(u)) from these samples then take longer to converge.

• How to avoid this problem? Design an algorithm that makes sense when dim(X) =∞.

– In particular, the resulting algorithm cannot involve Lebesgue densities anywhere.
– The posterior has a density with respect to the prior, so we should make use of this.
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Robust MCMC Sampling Gaussian Prior

• If the prior μ0 = N(0,C) is Gaussian, posterior can be sampled with MCMC in a dimension
robust manner using, for example, the preconditioned Crank-Nicolson (pCN) algorithm
(Beskos et al., 2008; Hairer et al., 2014):

pCN Algorithm

1. Set k = 0 and choose β ∈ (0, 1]. Initial State u(k) ∈ X.
2. Propose new state û(k) = (1− β2)

1
2 u(k) + βζ(k), ζ(k) ∼ N(0,C)

3. Set u(k+1) = û(k) with probability

α(u(k) → û(k)) = min
{︀
1, exp

(︀
(u(k); y) − (û(k); y)

)︀}︀
or else set u(k+1) = u(k).

4. Set k 7→ k+ 1 and go to 2.

• Dimension robust geometric methods, such as∞-MALA,∞-HMC, are also available, which
take into account derivative information. 49/116



Inference MAP Estimation

• Discussed in detail by Tapio Helin.

• Use the mode of the posterior distribution as a point estimate. Notion of mode exists for
certain nonparametric distributions that don’t admit a Lebesgue density.

• A point u ∈ X is a MAP estimate for μ if it minimizes the functional

J(u) = (u; y) +
1

2
‖u‖2C0 .

• Much cheaper to compute than the mean in general: optimization vs integration.

• In the linear Gaussian case, the MAP estimate is equal to the mean. Iterative methods for
optimizing J therefore provide iterative methods for computing the expression for the mean.

• Key issue with MAP estimates: not parametrization invariant (change of variables introduces
a Jacobian) – possible issue for hierarchical models later on.
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Inference Back to MCMC Sampling

• By rescaling and interpolating the Markov chain {u(k)} arising from the pCN algorithm
appropriately, we may obtain a continuous time limit of the chain. It is given by the solution
to the S(P)DE:

dut
dt
= −C0∇(ut; y) − ut +

p
2
dBt
dt

= −C0∇J(ut) +
p
2
dBt
dt

.

where B is a C0-Wiener process (so e.g. E(Bt ⊗ Bt) = min(t, s)C0)

– This is the Langevin equation for the posterior μ: if u0 ∼ μ, then ut ∼ μ for all t.
– The second equation says that ut follows a noisy gradient descent of the functional J –

the pCN algorithm could hence be viewed as a gradient-free method for
(approximately) optimizing J.
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Inference Laplace Approximation

• MAP estimates are cheap to compute, but provide no uncertainty. MCMC provides
uncertainty, but many samples expensive to compute. We may need a compromise.

• In finite dimensions, the posterior is given by

μ(du) ∝ exp(−J(u)) du.

We approximate this by taking a second order Taylor expansion of J around the MAP estimate
u∗:

∇(u) ≈ J(u∗) + ∇J(u∗)>(u− u∗) +
1

2
(u− u∗)>∇2J(u∗)(u− u∗).

The first term is constant, and the second is zero since u∗ minimizes J, and so we obtain the
approximation

μ ≈ N(u∗, (∇2J(u∗))−1) = N(u∗, (∇2(u; y) + C−10 )
−1).
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Hierarchical Inference
• In the previous section, we saw that there are many choices of Gaussian process priors, but

didn’t look at how the choice of these/their parameters can affect the posterior distribution.

• As a simple example, consider the choice of length scale in a squared exponential prior:
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Hierarchical Inference

• These type of parameters governing the behaviour of the prior are known as
hyperparameters.

• If we don’t know the hyperparameters a priori, why not learn them as well?

• Denote the hyperparameters by θ ∈ Θ, and denote the Gaussian prior with this choice of
parameters by

ν0(du; θ) = N(0,C(θ)).

The unknown in the problem is now the pair (u, θ) ∈ Θ. Placing a prior ρ0 on the
hyperparameters, our updated prior (on both u and θ) is now given by

μ0(du,dθ) = ν0(du; θ)ρ0(dθ)

and so our posterior is now

μ(du,dθ) ∝ exp(−(u; y))μ0(du; θ)ρ0(dθ).
54/116



Hierarchical Inference Which Hyperparameters?

• We’ve considered a number of covariance functions, but what hyperparameters can we
choose to learn for them?

– For some of them there are explicit hyperparameters we can choose, for example with
the Matérn covariance we can try to learn the regularity ν, length scale ℓ and
amplitude σ as hyperparameters

– In the classification problem with the graph Laplacian, we could treat the number of
eigenvectors in the summation as a hyperparameter.

– More generally, if we reparameterize the datapoints using the PCA basis, we can treat
the number of components to use as a hyperparameter.

• Note: PCA (principal component analysis) basis is found by diagonalizing the empirical
covariance operator of the data points.
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Hierarchical Inference Automatic Relevance Determination

• Another example, commonly used in practice, is automatic relevance determination. Here
the relevant dimensions of the datapoints are to be learned.

• Given an isotropic covariance function c(x, x′) = h(|x− x′|) on D ⊆ Rd, and θ ∈ Rd, define
the covariance function

c(x, x′; θ) = h

(︃
d∑︁
i=1

⃒⃒⃒⃒
⃒xi − x′i

θi

⃒⃒⃒⃒
⃒
)︃
.

• If θi is inferred to be large for some i, then the dimension xi is considered to be irrelevant.
Similarly if θi is inferred to be small, the dimension xi is considered to be more relevant.

• This can be combined with, for example, PCA to determine the most relevant
features/components.
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Hierarchical Inference The Posterior Density

• Assume for now that dim(X) <∞. Then then the density of the conditional prior ν0(du; θ)
is given by

ν(u; θ) ∝
1√︀

det(C(θ))
exp

(︂
−
1

2
‖u‖2C(θ)

)︂
= exp

(︂
−
1

2
‖u‖2C(θ) −

1

2
logdet(C(θ))

)︂
.

It follows that the density of the posterior is given by

μ(u, θ) ∝ exp
(︂
−(u; y) −

1

2
‖u‖2C(θ) −

1

2
logdet(C(θ)) + log ρ0(θ)

)︂
• We will use this to construct a preliminary MCMC algorithm.
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Hierarchical Inference MCMC Algorithms

• We can use a Metropolis-within-Gibbs algorithm to alternately update u and θ.

pCN MwG Algorithm

1. Set k = 0 and choose β ∈ (0, 1]. Initial State (u(k), θ(k)) ∈ X × Θ.
2. Propose new state û(k) = (1− β2)

1
2 u(k) + βζ(k), ζ(k) ∼ N(0,C)

3. Set u(k+1) = û(k) with probability

α(u(k) → û(k)) = min
{︀
1, exp

(︀
(u(k); y) − (û(k); y)

)︀}︀
or else set u(k+1) = u(k).

4. Propose new hyperparameter θ̂(k) = θ(k) + β′ξ(k), ξ(k) ∼ N(0,D)
5. Set θ(k+1) = θ̂(k) with probability

α(θ(k) → θ̂(k)) = min
{︁
1, exp

(︁
1
2‖u

(k+1)‖2C(θ(k)) + log det(C(θ(k))) − 1
2‖u

(k+1)‖2C(θ̂(k)) − log det(C(θ̂(k)))
)︁

ρ(θ̂(k))
ρ(θ(k))

}︁
or else set θ(k+1) = θ(k).

6. Set k 7→ k+ 1 and go to 2. 58/116



Hierarchical Inference Non-centering

• Problem: This algorithm will generally be useless when dim(X) is large!

– Why? The measures ν(du; θ) and ν(du; θ̂) are typically singular. Formulating the
Metropolis algorithm in infinite dimensions (see Tim Sullivan’s talk) hence does not
make sense – the Radon-Nikodym derivative between the two measures does not exist.

• Solution: Non-centered coordinates.

– Recall that if ξ ∼ N(0, I), Lξ ∼ N(0, LL∗).
– Hence if we take θ ∼ ρ0 and ξ ∼ N(0, I), we have C(θ)1/2ξ ∼ N(0, C(θ)) = ν0(du; θ).
– θ and ξ are independent above – this simplifies the acceptance probability in the MwG

algorithm significantly.
– More importantly, changing θ has no effect on ξ: singularity issues are circumvented if
we work instead with (ξ, θ)!
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Hierarchical Inference MCMC Algorithms

• We use a Metropolis-within-Gibbs algorithm to alternately update ξ and θ.

Non-centered pCN MwG Algorithm

1. Set k = 0 and choose β ∈ (0, 1]. Initial State (ξ(k), θ(k)) ∈ X′ × Θ.
2. Propose new state ξ̂(k) = (1− β2)

1
2 ξ(k) + βζ(k), ζ(k) ∼ N(0, I)

3. Set ξ(k+1) = ξ̂(k) with probability

α(ξ(k) → ξ̂(k)) = min
{︀
1, exp

(︀
(C(θ(k))1/2ξ(k); y) − (C(θ(k))1/2ξ̂(k); y)

)︀}︀
or else set ξ(k+1) = ξ(k).

4. Propose new hyperparameter θ̂(k) = θ(k) + β′ξ(k), ξ(k) ∼ N(0,D)
5. Set θ(k+1) = θ̂(k) with probability

α(θ(k) → θ̂(k)) = min
{︁
1, exp

(︀
(C(θ(k))1/2ξ(k+1); y) − (C(θ̂(k))1/2ξ(k+1); y)

)︀
ρ(θ̂(k))
ρ(θ(k))

}︁
or else set θ(k+1) = θ(k).

6. Set k 7→ k+ 1 and go to 2. 60/116



Hierarchical Inference Centered vs Non-centered MCMC

• As an example to illustrate the stark difference between the two parameterizations, we
consider a simple nonlinear inverse problem, defined through a forward map as follows.

– Let S : R2 → {κ1, κ2, κ3} be a thresholding function. Given u ∈ C0(D), let p be the
solution to the PDE {︃

−∇ · (S(u)∇p) = f x ∈ D
p = 0 x ∈ ∂D.

Define G (u) = (p(x1), . . . , p(xJ)) for some set of observation locations {xj}.

• This is a simplified version of a problem in subsurface imaging: given measurements of the
pressure head at certain locations, determine the permeability of the subsurface in some
region.
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Hierarchical Inference Centered vs Non-centered MCMC
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Figure: The true permeability, pressure, and observation locations.



Hierarchical Inference Centered vs Non-centered MCMC
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Non-hierarchical Semi-centred hierarchical Non-centred hierarchicalNon-hierarchical Semi-centred hierarchical Non-centred hierarchical

Figure: The estimates of the mean of the permeability after the same number of
samples for both hierarchical MCMC methods.



Hierarchical Inference MNIST Classification

• We consider a classification example where the data points are elements of the MNIST
dataset: 20× 20 pixel images of handwritten digits 0, 1, . . . ,9.

• We define the prior ν0 = N(0,C(θ))K with C(θ) = PM(L+ τ2)−αP∗M, θ = (α, τ,M).

• We are hierarchical about the parameters (α,M), and perform sampling using the
non-centered pCN MwG algorithm.

• A sample u(k) ∼ N(0,C(θ)) can be expressed in the eigenbasis {λj, qj} of L as

u(k) =
M∑︁
j=1

(λj + τ2)−α/2ξjqj, ξj ∼ N(0, 1) i.i.d..
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Hierarchical Inference MNIST Classification

• We begin by using a training set of 200 labelled images.

• From samples we can look at uncertainty in addition to accuracy.

• We introduce the measure of uncertainty associated with a data point xj as

U(xj) = 1−
K

K − 1

⃦⃦
E(Su)(xj) − c∗

⃦⃦
2

where c∗ =
1
K

∑︀k
k=1 ek = (1/K, . . . , 1/K) is the centre of the simplex spanned by the classes.

Remark: (Su)(x) lies in the set {ek}K
k=1 for each fixed u, x, but the mean E(Su)(x) in general

will not.

• Human-in-the-loop/active learning: After the initial classification, we will choose which
further images to label based on this uncertainty measure.
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Hierarchical Inference MNIST Classification
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Figure: 100 most uncertain (top) and certain (bottom) digits, 200 labels.
Mean uncertainty: 14.0%.



Hierarchical Inference MNIST Classification
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Figure: 100 most uncertain digits, 200+100 uncertain labels.
Mean uncertainty: 10.3%.



Hierarchical Inference MNIST Classification
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Figure: 100 most uncertain digits, 200+200 uncertain labels.
Mean uncertainty: 8.1%.



Hierarchical Inference MNIST Classification

66/116

Figure: 100 most uncertain digits, 200+300 uncertain labels.
Mean uncertainty: 7.1%.



Hierarchical Inference MNIST Classification
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Figure: Histogram of uncertainty, 200 labels.



Hierarchical Inference MNIST Classification
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Figure: Histogram of uncertainty, 200+100 uncertain labels.



Hierarchical Inference MNIST Classification
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Figure: Histogram of uncertainty, 200+200 uncertain labels.



Hierarchical Inference MNIST Classification
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Figure: Histogram of uncertainty, 200+300 uncertain labels.



Hierarchical Inference MNIST Classification
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Figure: Histogram of uncertainty, 200 labels.



Hierarchical Inference MNIST Classification
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Figure: Histogram of uncertainty, 200+100 certain labels.



Hierarchical Inference MNIST Classification
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Figure: Histogram of uncertainty, 200+200 certain labels.



Hierarchical Inference MNIST Classification
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Figure: Histogram of uncertainty, 200+300 certain labels.



Hierarchical Inference MAP Estimation

• We return to MAP estimation, since it allows us to cheaply find estimates for parameters.

• Recall, if dim(X) <∞, the density of hierarchical posterior is given by

μ(u, θ) = exp
(︂
−(u; y) −

1

2
‖u‖2C(θ) −

1

2
logdet(C(θ)) + log ρ0(θ)

)︂
The objective functional to minimize for the posterior is hence given by

J(u, θ) = (u; y) +
1

2
‖u‖2C(θ) +

1

2
logdet(C(θ)) − log ρ0(θ).

• This can be readily optimized in finite dimensions by standard methods. However, the
question arises as to what happens as dim(X)→∞.
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Hierarchical Inference MAP Estimation

J(u, θ) = (u; y) +
1

2
‖u‖2C(θ) +

1

2
logdet(C(θ)) − log ρ0(θ)

• The operator C(θ) is compact and so its eigenvalues accumulate at zero: the determinant
must hence be zero in the limit dim(X)→∞.

• In fact, if we switch to the non-centered coordinates used for the MCMC algorithm, write
down the objective functional, then switch back to the original coordinates, we get precisely
J without the log-determinant term:

Ĵ(u, θ) = (u; y) +
1

2
‖u‖2C(θ) − log ρ0(θ).

• This then appears to be the functional we should be looking at optimizing.

– Bad idea in terms of consistency of estimators! 68/116
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Shallow Neural Network

Recall a shallow neural network models the unknown function u : D→ R as follows.

z(x) = σ
(︀
b0 +W0x

)︀
u(x) = b1 + 〈w1, z(x)〉

The matrixW0, vectors b0,w1 and scalar b1 are to be learned from observations y.

• If i.i.d. priors are placed on the unknown vectors/matrices, u converges to a Gaussian
process as n→∞ (Neal, 1994).
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Deep Neural Network

A feedforward deep neural network models the unknown function u : D→ R as follows.

z0(x) = σ
(︀
b0 +W0x

)︀
z1(x) = σ

(︀
b1 +W1z0(x)

)︀
...

zℓ(x) = σ
(︀
bℓ +Wℓzℓ−1(x)

)︀
u(x) = φ(zℓ(x))

The matrices {Wk} and vectors {bk} are to be learned from observations y.

• If i.i.d. priors are placed on the unknown vectors/matrices, u still converges to a
Gaussian process as n→∞ (Lee et al, 2017; Matthews et al 2018).

• However, easier to train than shallow Gaussian process. 70/116



Deep Gaussian Process

A deep Gaussian process as in (Damianou, Lawrence, 2013) replaces the neural networks
σ(bk +Wk·) with general functions fk:

z0(x) = f1
(︀
x
)︀

z1(x) = f2
(︀
z0(x)

)︀
...

zℓ(x) = fℓ
(︀
zℓ−1(x)

)︀
u(x) = φ(zℓ(x))

Now the functions f1, . . . , fℓ are to be learned from observations y.
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Deep Gaussian Process

• This can be written more directly as the composition

u = φ ◦ fℓ ◦ fℓ−1 ◦ . . . ◦ f1

• A simple structure of dependence is to assume that a priori, we have a hierarchy given by the
Markovian relation

fℓ+1 | fℓ ∼ GP(0, c(fℓ(x), fℓ(x′))).

This sequence is referred to as a Deep Gaussian Process.

• This structure motivates the definition of more general deep Gaussian processes.

For brevity we will assume from now on that φ(x) = x.
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Deep Gaussian Processes General Definition

• We will call a sequence of random functions {un} a deep Gaussian process (DGP) if it is
conditionally Gaussian:

un+1|un ∼ N(m(un),C(un)),

or alternatively
un+1|un ∼ GP(m(x; un); c(x, x′; un)).

• If the mean is zero, we can also express this as

un+1 = L(un)ξn+1, ξn i.i.d. Gaussians,

for some family of linear operators {L(u)}.

Key question: how deep do we need to go?
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Standard Deep Gaussian Process 2D Samples

74/116
Figure: Three independent samples of a 3-layer standard DGP on [−1, 1]2.



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples

0 0.2 0.4 0.6 0.8 1

0.3779

0.378

0.3781

0.3782

0.3783

0.3784

0.3785

0.3786
Layer 18

75/116
Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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Figure: Samples down the chain for a standard DGP on [0, 1].



Standard Deep Gaussian Process 1D Samples
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A Triviality Result

In certain situations, the DGP will converge (in a sense) to a constant as the number of layers is
increased:

Theorem
Assume un : D→ Rm and that we have a squared exponential covariance function:

c(x, x′) = σ2e−‖x−x
′‖22/2ℓ

2
.

Assume also that u0 is bounded on bounded sets almost-surely. Then if σ2 < ℓ2/m,

P
(︀
‖un(x) − un(x′)‖2 → 0 for all x, x′ ∈ D

)︀
= 1
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A Triviality Result
Proof (Sketch): Define h(z) = σ2e−z2/2ℓ2 , and note that 2h(0) − 2h(z) ≤ σ2z2/ ℓ2. We have(︃

ujn(x)
ujn(x

′)

)︃ ⃒⃒⃒⃒
un−1 ∼ N

(︂(︂
0
0

)︂
,

(︂
h(0) h(‖un−1(x) − un−1(x′)‖2)

h(‖un−1(x) − un−1(x′)‖2) h(0)

)︂)︂
and so

E(‖un(x) − un(x′)‖22 | un−1) =
m∑︁
j=1

E(|ujn(x) − ujn(x
′)|2 | un−1) ≤

mσ2

ℓ2
‖un−1(x) − un−1(x′)‖22.

Iterating and taking expectations, we see that there exists κ(x, x′) > 0 such that

E‖un(x) − un(x′)‖22 ≤

(︃
mσ2

ℓ2

)︃n

κ(x, x′).

Now use the Markov inequality and apply the first Borel Cantelli lemma. � 77/116



A Triviality Result Avoiding the Pathology

• The paper (Duvenaud et al, 2014) experienced this concentration on constants in practice for
deep networks.

• They suggest an approach to avoid this pathology is to link every layer to the input, so that

un(x) = ξn(un−1(x), x), ξjn
i.i.d∼ GP(0, h(‖x− x′‖2)

where now ξn : Rm × D→ Rm. With this modification, the bound in the proof above
becomes

E(‖un(x) − un(x′)‖22|un−1) ≤
mσ2

ℓ2
‖un−1(x) − un−1(x′)‖22 +

mσ2

ℓ2
‖x− x′‖22 9 0

• The triviality result suggests that an alternative way to avoid the pathology is to ensure that
the assumptions do not hold: take ℓ small orm large. The latter option has been used in
practice. 78/116



Anisotropic Paciorek DGP

We use the anisotropic construction of Paciorek (2003) to define a DGP. Given a map λ : R→ R+ ,
define

Q(x, x′; u) = (x− x′)T
(︃
λ(u(x)) + λ(u(x′))

2

)︃−1
(x− x′), x, x′ ∈ Rd.

If an isotropic correlation function ρS(·) is positive definite on Rd, for all d ∈ N, then so is the
function

c(x, x′; u) = σ2

(︃
2
√︀
λ(u(x))

√︀
λ(u(x′))

λ(u(x)) + λ(u(x′))

)︃ d
2

ρS(
√︀
Q(x, x′; u))

79/116



Anisotropic Paciorek DGP
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Figure: Three independent samples from the above prior, with ρS the squared expo-
nential kernel and λ(x) = x2. The first seven levels shown for each chain.



Anisotropic Paciorek DGP
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Figure: Three independent samples from the above prior, with ρS the squared expo-
nential kernel and λ(x) = x2. The first seven levels shown for each chain.



An Ergodicity Result

Let {un} denote a discretization of the DGP {un} on a grid of N points. We have the following
concerning ergodicity of this chain

Theorem
Let Pn(u0, ·) denote the n-step transition kernel of {un}. Under certain assumptions, the chain
{un} is ergodic: there exists ϵ ∈ (0, 1) such that for any u0 ∈ RN, there is a K(u0) > 0 with

‖Pn(u0, ·) − π‖TV ≤ K(1− ϵ)n for all n ∈ N.
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Anisotropic Whittle-Matern DGP

• Recall the Matérn covariance function

c(x, x′) = σ2
21−ν

(ν)

(︃
|x− x′|

ℓ

)︃ν

Kν

(︃
|x− x′|

ℓ

)︃
and its related SPDE

(I− ℓ2Δ)ν/2+d/4v =
√︁
σ2β(ν)ℓdξ.

• We rewrite this in terms of τ = ℓ−1:

(τ2 − Δ)ν/2+d/4v =
√︀
σ2β(ν)τ2νξ

• Observe that this SPDE still makes sense when τ is a function rather than a scalar.
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Anisotropic Whittle-Matern DGP

• The corresponding covariance operator is then given by

C = (τ2 − Δ)−ν/2−d/4σ2β(ν)τ2ν(τ2 − Δ)−ν/2−d/4

Note that multiplication operators do not commute with differential operators!

• Given a function τ : R→ R+ , we hence define the family of linear operators

L(u) = (τ(u)2I− 4)−ν/2−d/4σ
√︀
β(ν)τ(u)ν

and let {un} be the associated DGP:

un+1 = L(un)ξn+1, ξn
i.i.d∼ N(0, I).

• A sample of un+1 formally has inverse length-scale τ(un(x)) at each point x.

• A two-layer version of this DGP was introduced in (Roininen et al, 2016). 84/116



Numerical Example Deep Gaussian Process
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Figure: Three independent samples from a deep Gaussian process prior. The first seven
levels shown for each chain.



Anisotropic Paciorek DGP
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Figure: Three independent samples from a deep Gaussian process prior. The first seven
levels shown for each chain.



An Ergodicity Result

In contrast to the Paciorek DGP, we have an ergodicity result on function space, rather than just for
the discretized chain:

Theorem
Let Pn(u0, ·) denote the n-step transition kernel of {un}. Under certain assumptions, the chain
{un} is ergodic: there exists ϵ ∈ (0, 1) such that for any u0 ∈ X,

‖Pn(u0, ·) − π‖TV ≤ (1− ϵ)n for all n ∈ N

Proof via minorization and coupling (Meyn and Tweedie).
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Covariance Function Why?

Advantages

• Cheap scaling to high spatial/feature vector dimension d.

• Existing sparse GP methods can be utilized.

• Samples appear more interesting than from covariance operator approach.

Disadvantages

• Requires construction of dense matrices at every layer.

• Requires Cholesky factorization of these matrices to perform sampling.
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Covariance Operator Why?

Advantages

• Precision operator is sparse.

• Can take advantage of fast PDE solvers.

• No numerical Cholesky factorization required – especially cheap when power of operator is
an integer.

Disadvantages

• Requires dense FEM/FD mesh to solve SPDE. Generally intractable for large d.

• Boundary effects can be significant.
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Robust Sampling Deep Gaussian Prior

• We don’t have a Gaussian prior, so pCN isn’t available!

• Solution: We can write our prior as a nonlinear transformation of a Gaussian prior.

• If u ∼ DGP, we can find a deterministic map T such that if ξ ∼ N(0, I), T(ξ) d
= u:

T0(ξ) = C1/20 ξ0, Tn(ξ) = C(Tn−1(ξ))1/2ξn, T := TN.

• We therefore have that μ0 = DGPN(C) = T♯N(0, I).

• This prior transform passes to the posterior. If we define

μ = exp(−(u))μ0(du), ν = exp(−(T(ξ)))N(0, I)(dξ)

Then μ = T♯ν. That is, if ξ ∼ ν, T(ξ) ∼ μ.
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Whitened pCN Algorithm

Whitened pCN Algorithm

1. Set k = 0 and choose β ∈ (0, 1]. Initial State ξ(k) ∈ X′.

2. Propose new state ξ̂(k) = (1− β2)
1
2 ξ(k) + βζ(k), ζ(k) ∼ N(0, I)

3. Set ξ(k+1) = ξ̂(k) with probability

α(ξ(k) → ξ̂(k)) = min
{︀
1, exp

(︀
(T(ξ(k)); y) − (T(ξ̂(k)); y)

)︀}︀
4. Set k 7→ k+ 1 and go to 2.

5. Return {T(ξ(k))}.

• May also use a Metropolis-within-Gibbs modification of this algorithm to update the
fields {ξn}N

n=0 individually. 91/116



Robust Sampling Deep Gaussian Prior

• For linear inverse problems, we can further exploit the conditional Gaussian nature of the
prior: when the forward map G (·) = A· is linear, we do not need MCMC to sample the
deepest layer.

• Since y = AuN + η and uN|uN−1 ∼ N(0,C(uN−1)), we can deduce that
y|uN−1 ∼ N(0,AC(uN−1)A∗)

• The negative log-likelihood is hence given by

(uN−1; y) =
1

2
〈y,C(uN−1)−1y〉+

1

2
logdet C(uN−1)

• We may therefore use the whitened pCN algorithm to sample uN−1|y, then note that
uN|uN−1, y is Gaussian, and so sample it using methods from the previous section.
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Numerical Example 1D Regression

We consider regression using a Whittle-Matern DGP prior, with the aim of recovering the following
field from noisy point observations:

93/116
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Figure: The true field u†. It is observed on a grid of J points.



Numerical Example 1D Regression
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Figure: Sample means of layers under the posterior, using 4,3,2,1 layers for the DGP
prior. Here J = 25.



Numerical Example 1D Regression
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Figure: Sample means of layers under the posterior, using 4,3,2,1 layers for the DGP
prior. Here J = 50.



Numerical Example 1D Regression
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Figure: Sample means of layers under the posterior, using 4,3,2,1 layers for the DGP
prior. Here J = 100.



Numerical Example 1D Regression
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Figure: Sample means of layers under the posterior, using 4,3,2,1 layers for the DGP
prior. Here J = 106.



Numerical Example Error Values

Table: The L1-errors ‖u† − E(uN)‖L1 between the true field and sample means for the
one-dimensional simulations.

J 1 layer 2 layers 3 layers 4 layers

25 0.0746 0.0658 0.0667 0.0670

50 0.0568 0.0339 0.0339 0.0337

100 0.0485 0.0200 0.0198 0.0196

106 0.0131 0.000145 0.000133 0.000133
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Numerical Example 1D Regression
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Figure: Sample means of layers under the posterior, using 4,3,2,1 layers for the DGP
prior. Here J = 106.



Numerical Example 1D Regression
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Figure: Sample means of layers under the posterior, using 4,3,2,1 layers for the DGP
prior. Here J = 106.



Numerical Example 2D Regression
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Figure: The true field u†, which posesses multiple length-scales. It is observed on a
grid of J points.



Numerical Example 2D Regression
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(︀
F(u2)
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. Here

J = 28.



Numerical Example 2D Regression
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Numerical Example Error Values

Table: The L2-errors ‖u† − E(uN)‖L2 between the true field and sample means for the
two-dimensional simulations.

J 1 layer 2 layers 3 layers

28 0.1310 0.1260 0.1279

210 0.0856 0.0813 0.0681
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Numerical Example 2D Nonlinear Inversion

• We now consider the case where the forward map is the mapping from conductivity to
boundary voltage measurements in the complete electrode model for EIT (Somersalo et al,
1992).

– Fix electrodes {eℓ}L
ℓ=1 ⊆ ∂D.

– Apply currents Iℓ on eℓ, ℓ = 1, . . . , L.

– Induces voltages Θℓ on
eℓ, ℓ = 1, . . . , L.

– Input is (σ, I), output is (θ,Θ).

– We have an Ohm’s law Θ = R(σ)I.

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

−∇ · (σ(x)∇θ(x)) = 0 x ∈ D∫︁
eℓ
σ
∂θ

∂ν
dS = Iℓ ℓ = 1, . . . , L

σ(x)
∂θ

∂ν
(x) = 0 x ∈ ∂D \

⋃︀L
ℓ=1 eℓ

θ(x) + zℓσ(x)
∂θ

∂ν
(x) = Θℓ x ∈ eℓ, ℓ = 1, . . . , L

• We consider a two layer DGP prior with thresholding at both levels (τ : R→ {κ1, κ2}).
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Numerical Example 2D Nonlinear Inversion
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Figure: (Left) True conductivity field (Middle) True length-scale field (Right) Vector of
observed boundary voltages.



Numerical Example 2D Nonlinear Inversion
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Figure: (Left) Pushforward of posterior mean conductivity (Right) pushforward of
posterior mean length scale.



Numerical Example 2D Nonlinear Inversion
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Figure: Examples of samples of the conductivity field under the posterior.
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Variational Bayesian Methods

• Variational Bayesian Methods are frequently used in practice due to their tractability versus
MCMC methods.

• They rely on the notion of Kullback-Liebler (KL) divergence between measures (also called
relative entropy):

KL(μ‖ν) =
∫︁
X
log
(︂dμ

dν
(u)
)︂ dμ

dν
(u) ν(du).

• KL(μ‖ν) can be viewed as representing the loss in information by approximating μ by ν.

• Idea: given the posterior μ, optimize KL(μ‖να) over some family of measures {να} that are
tractable to sample from.

• Potential issues regarding uncertainty calibration/collapse for high-dimensional problems.
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Sparse GP Methods

• For linear inverse problems, when the number of training points J is very high, it can be
intractable to perform the matrix inversion (O (J3))in the expressions for the posterior mean
and covariance.

• Straightforward approach: only train with an (appropriately chosen) subset of the datapoints.

• Alternative approach: find a low rank approximation to the matrix c0(x, x).

– Sparse GP methods do this by use a set of inducingM� J (pseudo-)inputs to reduce
the cost of computing the posterior mean/covariance to O (JM2), e.g. (Snelson,
Ghahramani, 2006).

– The optimal choices for the locations of these points can be found using a variational
Bayesian approach. (Titsias, 2009).
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Cross-entropy Loss for Classification

• Recall the softmax function:

Sϵ(z)j =
exp(zj/ϵ)∑︀k
i=1 exp(zi/ϵ)

.

• The cross-entropy loss is typically used in classification problems, as opposed to the BLS
(least squares) or probit loss:

(u; y) = −
J∑︁

j=1

k∑︁
c=1
(yj)c log(Sϵ(u(xj))c).

• It arises from a multinomial observation model.

• It doesn’t over-penalize outliers like the BLS loss.
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